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AI in Research: from 
Annotators to 
Assistants and 
Agents

Work delegation in research
The old way                               The new ways

• Do a thing yourself

• Write a script to do the 
thing

• Tell a 
student/employee/
assistant to do thing

• Tell the human to write 
a script to do the thing

• Do a thing yourself

• Write a script to do the 
thing

• Get AI to do the thing 
(write text, script)

• Tell agentic AI what your 
goal is, have it use other 
AI to do all the things

• Tell human to use AI to…

Various AI/LLM/agentic use cases
Ideation, planning

Data annotation (LLMs), data collection (eg AI interviewer)

Literature search and review

Analytics/stats (writes code)

Writing and editing assistance

Review/grading assistance

Websites/dashboard/apps 

etc

Scaling
• Many analytic questions can (or already do) boil down to 

~classification or ~retrieval  (also analyzing experimental data!)
• Academia: humanities & socsci questions typically about 

complex cultural/societal phenomena, require 
multi-variable approach

• Industries: pretrained models enable bespoke 
automation, both repetitive task (tuning, adaption) and 
one-offs (zero-shot, e.g. in analytics)

• Also fosters cross-sector collab: LMMs enable "scaling" 
scientist expertise to large data and future data. Distill 
yourself into a prompt.

• E.g. media, e.g. communication (recent collabs)

AI as…
Assistant 
(help with little one-off tasks)

Annotator 
(run iteratively and annotate/classify inputs)

Agentic/semi-independent  assistant/coworker
(complete larger tasks according to instructions)

Vibe education, vibe science
● In principle you could generate your entire paper/thesis in a 

few hours + maybe few hours post-editing (and learn little to 
nothing)

● Students generate homeworks en masse anyway
● Educators increasingly encouraged to grade and feedback 

using AI, and use AI-powered edtech. Loop?
● But also automation is coming fast, esp for white collar jobs. 

"I can use chatgpt" won't cut it (because "chatgpt" is 
already better at using AI than you).

● Skill and knowledge atrophy and cognitive surrender risks 
● Some aspects of education likely survive better than others 

(taste?)



Data analytics

And how to do it systematically and transparently.

New-generation instructable LLMs perform in some 
tasks at near-human level, if properly instructed

Recent past: basically only supervised learning
Performant in-context or "zero-shot" learning == on-demand 
text classification, annotation, etc.

Machine annotation isn't new: but supervised learning 
(including LoRa) requires training (or tuning pretrained) model 
for every single question/variable.

Gap: framework to use all this annotated data in?

A little zero-shot revolution To be clear

• AI/LLMs as:
• not an "oracle"                ->
• not replacement for human expert
• not object of study (here)

• But as practical tools for automating and scaling; no 
more no less.

Problem?
How to use LLM annotators in a way that your research question gets 
answered, your results are valid, and the research pipeline as 
transparent as possible?

Scheme:

Topic [politics, sport…]

Sentiment 
[critical, supportive, neutral]

(yes this is basically linguistic feature analysis!)

Units: 
sentences

Coding:

unit top sent

"This politician 
is a failure!"

pol crit

……………………………………………………………………………….

Quant/stats

E.g. a regression model

Incoroporate test set error!

   -> interpretation

This is the part that can be done 
by either humans or machines!
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Can't skip this!



Problem: machines make mistakes 
● (so do humans)
● Solution: take the error rate into 

account in the quantification/stats step
● One way: expert annotated test set -> confusion matrix -> 

simulate annotation -> confidence intervals from 
bootstrapping.      Or: use design based supervised learning (DSL)

Problem: but is this transparent research?
Complaints about black boxes, complaints about cloud services, etc.

● A bit of a whataboutism, but… how transparent is social science & 
humanities research on average anyway?

● How much are open science principles applied - open data, open 
code, preregistration, model sharing (in ML)?

● Is using human assistants (or one's own brain) less of a black box than 
using neural network based models?

● Are cloud services, used for data collection, surveys, crowdsourcing 
tasks, data storage… significantly safer than, for example, OpenAI or 
Google LLM cloud services?

● In machine-assisted quantitizing approaches, the following can 
be publicly shared:
○ Data, coding scheme
○ Coded/annotated data
○ Description of the statistical model, code (e.g. R or Python)  to 

run the stats and their precise results
○ The machine assistant: the tuned model (if open source), and/or 

model prompt; model version, execution code (API or local)
○ Training, evaluation, and test sets 

Problem: but is this transparent research?
Complaints about black boxes, complaints about cloud services, etc.

Problem: quantitized variables are not modeled properly

● In many paradigms, testing hypotheses and results 
from annotated variables, without statistical modeling, 
e.g., content analysis.

● Quantified/coded data are quantitative data. Applying 
qualitative or pseudo-quantitative methods to 
quantitative data is always a bad idea.

● Qualitatively, it is impossible to assess the reliability of 
results, effect size, confounding variables, etc.

● Bonus: repeated measurements are super 
common in humanities, yet often unrecognized

● Use commercial models via APIs or run locally? 
○ APIs are easy and cheap 
○ local can be cheaper (owning hardware or cluster time still 

costs money), but need capable model (benchmark!)
● Use structured outputs! (convenient solution: Pydantic)

No need to do the "please output one word please" anymore!
● Use temperature=0 where possible (but usually not compatible 

with reasoning). Test if you need reasoning (slower, expensive)
● Version control prompts!
● Keep train/eval (incl prompting) and test separate, don't overfit

More technicalities

● Read up on recent papers
● Ask somebody with experience (feel free to ask me for example)

● Ask AI

How to get started



So far:

● use a chatbot for a bit of code
● use an LLM to annotate some data
● use chatbot to help with writing

How about: use agents for everything?

Let's write a paper

So now:

● agent will do lit review, collect data
● use another LLM to annotate data
● write code for analytics, write up results

How about: use agents for everything?

Let Codex write a paper

In conclusion…
● Interesting times: opportunities and challenges.

● Talk to machines. But also talk to people.

● It makes sense to try out different products and models,
experiment to see which are the most effective.

● A chatbot as a prototyper: if one thing can be done faster, then 
with a bit of IT development, a million similar things can probably 
be done faster too.

● I provide training and consulting both on-site and online. If 
interested in text analytics, automation - we work on these topics 
both at Tallinn uni and private sector, get in touch!
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